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Abstract
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individual level. Higher exposure to robot adoption increases support for national-
ist and radical-right parties. Unveiling some potential transmission channels, higher
robot exposure at the individual level leads to poorer perceived economic conditions
and well-being, lower satisfaction with the government and democracy, and a reduc-
tion in perceived political self-efficacy. Structural changes in the economy, and in
particular the decline of manufacturing employment, play a significant part in the
success of nationalist and radical-right parties in western Europe.
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Introduction

Nationalist and radical-right parties and candidates have become increasingly success-

ful in Western democracies over the past three decades. While part of the literature fo-

cuses on the cultural drivers of such political developments, a growing body of research

relates them to structural changes in the economy (Franzese 2019). In this paper, we

contribute to this literature by studying the role of automation. We focus on the effects

of industrial robot adoption in fourteen western European countries, between the early

1990s and 2016. This wave of automation has led to productivity and welfare gains, but

has also produced substantial distributional effects, imposing stronger adjustment costs

in regions historically specialized in industries adopting more robots, and penalizing in-

dividuals whose skills were substituted rather than complemented by the new technolo-

gies.

We measure exposure to automation both at the regional level and at the individual

level. We find that automation has political effects on aggregate election returns at the

district-level, leading to a tilt in favor of radical-right and nationalist parties promoting

an anti-cosmopolitan agenda. Consistently, the individual-level analysis shows that in-

dividuals that are more exposed to automation are substantially more likely to vote for

radical-right parties, and tend to support parties with more nationalist platforms.

Automation and the labor market

Shifts in technology determine distributional consequences by affecting labor market

dynamics. New opportunities arise for workers endowed with skills that are comple-

mentary to new technologies, while more substitutable workers lose out. In simple

words, technological innovation produces winners and losers, at least in relative terms

(Goldin and Katz 1998).

1



Computers and computer-based machines can perform routine, codifiable tasks, but

are much less capable of performing non-routine tasks requiring abstract thinking, so-

cial interaction, and manual ability. Hence, the diffusion of computer-based technolo-

gies has penalized workers performing routine tasks, while jobs involving mostly non-

routine tasks have been complemented. Since routine jobs –both manual and cognitive–

were mostly middle-income and middle-skill jobs, a polarization of the labor market has

been documented both in the US and in Europe during the 1980s and 1990s (Autor and

Dorn 2013; Goos et al. 2014). Polarization involves an increase in employment at the two

tails of the wage and skill distribution, along with a shrinkage of the traditional middle

class. Workers substituted by computer-based technologies have been largely absorbed

by the service sector in non-routine jobs, typically at lower wages and with less favorable

contractual conditions (e.g., fast-food workers).

The main computerization winners have been the high-skill (college-educated) work-

ers in cognitive occupations: their incomes have been diverging from those of the im-

poverished middle class, which has been falling in the group of losers together with

low-skill workers. The latter, even if employed in non-routine tasks, have been com-

plemented by the new technologies much less than the high-skilled, and their wage dy-

namics have been compressed by the additional supply of displaced middle-skill work-

ers competing for the same jobs (Autor 2015).

More recently, mobile robotics has made possible the automation of an expanding

array of non-routine manual tasks involving not only assembly line operations in fac-

tories, but also demolition and construction, maintenance of industrial plants, logistic

services, and mining activities. A growing literature investigates the economic effects

of this latest automation wave. These studies exploit data on the adoption of industrial

robots at the country-industry level, made available by the International Federation of

Robotics (IFR). According to these data, the stock of operational robots at the global level
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has increased by a factor of 3 between the beginning of the 1990s and 2016, with an aver-

age yearly growth rate of 6%. In our sample of western European countries the increase

was even higher: 3.4 overall, with an average growth of 8% per year. As discussed by

Graetz and Michaels (2018), this phenomenon was driven by significant technological

improvements on the supply side leading to a dramatic fall in robot prices: by around

50% over the whole period (IFR).

Acemoglu and Restrepo (2020) develop a theoretical model where robots can dis-

place workers in supplying tasks to the local labor market, but also produce positive

spillovers on local employment and wages through increased productivity. The over-

all local labor market effects of automation are thus theoretically ambiguous, being de-

termined by whether the displacement effect prevails on the positive spillover one. In

their empirical analysis on US commuting zones, they actually find that a stronger ex-

posure to robot adoption has a negative effect on local employment rates and wages.

The negative effect of robots on employment is stronger for workers with less than col-

lege education, and for blue collars employed in routine manual tasks and assembling.

The negative effect of robots on wages is concentrated in the bottom half of the wage

distribution, contributing to the increase in wage inequality.

Graetz and Michaels (2018), using industry-level data from seventeen countries, find

that robot adoption has a positive effect on productivity, no effect on total employment,

but a negative impact on the share of hours worked by low-skill workers. Chiacchio et

al. (2018) focus on six European countries and find a negative effect of robot adoption

on employment at the level of local labor markets. Dauth et al. (2018), based on Ger-

man data, find that the adoption of robots leads to job losses in manufacturing, which

are compensated by employment gains elsewhere, mostly in the business service sector.

Importantly, fewer manufacturing jobs become available for new entrants in the labor

market. Overall, automation increases wage inequality: it benefits managers and high-
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skill workers performing abstract tasks, while low- and medium-skill workers see their

earnings decrease, leading to a general decline in the labor share of income.

Taking stock of the available evidence, the diffusion of robots seems to have gener-

ated important distributional consequences, favoring mostly high-skill individuals vis-

à-vis others. At the regional level, it has generated job displacement and adjustment

costs that are stronger in areas specialized ex-ante in more automation-prone indus-

tries. Yet, consistent with Acemoglu and Restrepo’s (2020) theory, it is important to no-

tice that, despite some inevitable adjustment costs, automation shall not lead in princi-

ple to the industrial desertification of a region. From this point of view, automation is

quite different for instance from the China shock, which has significantly contributed to

the economic decline of many areas of the US and Europe (Autor et al. 2013; Colantone

and Stanig 2018).

Automation is actually led by innovative firms that create new job opportunities and

wealth in their communities. The point here is more about the distributional conse-

quences across individuals even within the same area, with gains concentrated among

owners of capital and high-skilled workers complementary to robots, and losses being

more prevalent in the low-skill group and in the middle class. Crucially, the group of

relative losers is not restricted to the potentially limited number of workers who are di-

rectly displaced by robots. Rather, it extends to the much broader segment of individu-

als who witness a relative decline in their economic position, in terms of opportunities

and income (Burgoon et al. 2019; Kurer and Palier 2019). Automation can then be seen

more broadly as a dimension of structural change driving divergence in economic con-

ditions. In this respect, regardless of the magnitude of the overall gains, relative losers

are not necessarily a minority, and might even numerically outnumber the winners, as

discussed by Franzese (2019) for globalization. This leads potentially to political impli-

cations that are detectable not only at the individual level, but also in aggregate election
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returns.

Automation and politics

From a theoretical perspective, there are multiple factors that explain why electoral con-

stituencies negatively affected by automation might turn to nationalist and radical-right

parties. In what follows, we provide a systematic overview of the possible mechanisms.

Our stance is that these shall not be seen as competing channels, but rather as a set of

convergent factors that concur to determine the specific shape taken by the electoral

backlash. It is important to anticipate that our empirical analysis will not focus exclu-

sively on the radical right, but will also assess the potential effects of robot adoption on

support for other party families, spanning the whole political spectrum. Consistently, in

this section we also discuss more broadly the theoretical links between automation and

voting, addressing as well the potential effects on left parties.

The radical right has several advantages at capturing the discontent generated by

automation. The first one is that in most cases it can present itself as an anti-incumbent

(and anti-elite) alternative to mainstream parties. To the extent that economic distress

leads not only to anti-incumbent sentiments as per standard economic vote results, but

also to distrust with the system at large, radical-right parties provide an attractive option

for dissatisfied voters (Algan et al. 2017; Guiso et al. 2017).

Moving beyond the simple anti-incumbent motivation, we identify three main char-

acterizing aspects of this family of parties that make them particularly appealing for au-

tomation losers: “economic nationalism”; nostalgia for a mythical (recent) past; a com-

bination of authoritarianism and nativism.

“Economic nationalism” has been identified by earlier work as a fundamental trait of

the radical right. Economic nationalist platforms place a strong emphasis on the protec-
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tion of workers. Thus far, their growing appeal has been mostly linked to globalization

(Bornschier 2005; Kriesi et al. 2006; Colantone and Stanig 2018; Swank and Betz 2003).

In particular, economic distress induced by import competition in advanced countries

has been shown to tilt voters towards the radical right (see Colantone and Stanig 2019

for a review). The underlying idea is that globalization –similarly to automation– gen-

erates aggregate welfare gains but with winners and losers, who might then turn to the

radical right. Although globalization and automation tend to affect different sectors and

regions, their economic consequences are difficult to disentangle for voters. Moreover,

there is evidence that protectionism is the preferred response of individuals to labor-

market shocks, “even when job losses are due to non-trade factors such as technology

and demand shocks” (Di Tella and Rodrik 2019, 3).

Nationalist and radical-right platforms are particularly appealing in the wake of struc-

tural transformations of the economy as they offer a very generic promise of protection.

This crucially involves the broad idea of “taking back control” of the country from global

impersonal forces –such as those behind international trade and technological change–,

combined with the defense of a traditional way of life that supposedly characterized the

nation before globalization, computers, immigrants and robots had a disruptive impact

on society.

We regard nostalgia for a mythical (recent) past as a second main characterizing el-

ement that plays a significant role in radical-right support (Bornschier and Kriesi 2013;

Gest et al. 2018; Steenvoorden and Harteveld 2018). The nostalgic rhetoric typically in-

volves an emphasis on traditional family structure, with a strong role for the male head

of household empowered by a well-paid and stable job (Akkerman 2015; Spierings and

Zaslove 2015). Intuitively, the nostalgic appeal to a bygone era is particularly attractive

for individuals whose relative standing in society is threatened or declining, in line with

recent findings by Gidron and Hall (2017), Burgoon et al. (2019), and Kurer (2020). As
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Kurer and Palier (2019) effectively summarize, “rightwing populist parties’ promises to

turn back the clock seem to strike a chord with routine workers’ fears of social regres-

sion.”

This consideration leads to a set of deeper factors –related to psychological reactions–

that explain why we regard the combination of authoritarianism and nativism as the

third main aspect of the radical-right appeal for automation losers. A growing litera-

ture shows that structural changes such as automation have not only economic but also

social and psychological consequences. In particular, changes in manufacturing are

accompanied by a decline of status for (especially white male) low- and medium-skill

workers (Gidron and Hall 2017; Kurer 2020), and there is accumulating evidence that

economic vulnerability and inequality lead to increased authoritarianism and nativism

(e.g., Ballard-Rosa et al. 2018; Gennaioli and Tabellini 2019).

Recent work in psychology documents directly a robust association between con-

cerns for automation and nativism; in addition, experimental subjects propose to shed

more immigrant workers when layoffs are motivated by automation as opposed to generic

“company restructuring” (Gamez-Djokic and Waytz 2019). These types of reactions nat-

urally push voters towards nationalist and radical-right parties. In fact, their platforms

feature strong authoritarian and nativist elements, which have often been proposed as

a main explanation for their success (Arzheimer 2009; Golder 2003).

At the same time, such changes in attitudes create a disadvantage for left parties,

that have a reputation of egalitarianism and working class internationalism (Kriesi et al.

2012). This might provide an explanation as to why automation losers would turn to

the radical right rather than to left parties. For instance, Visser et al. (2014) find that

concerns with immigration are negatively associated with support for the radical left.

Yet, automation also triggers factors that should in theory push voters towards the

left. In particular, two recent studies show that workers currently employed in occupa-
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tions more at risk of automation support a bigger role for the government in reducing

inequality and supporting declining industries (Thewissen and Rueda 2019; van Hoorn

2018). These findings resonate with an established literature showing how exposure to

economic distress increases support for redistribution (e.g., Cusack et al. 2006; Margalit

2013). Such a shift in preferences should orient voters towards left parties –that histor-

ically claim issue ownership on redistributive and industrial policies– rather than the

radical right, whose redistribution platforms tend to be timid and ambiguous (Rovny

and Polk 2020).

The extent of support for left options by automation-exposed voters is ultimately an

empirical question, which we directly address in the empirical analysis. As a preview, we

do not find clear evidence that voters more exposed to automation are more supportive

of the left. Mainstream left parties are actually supported significantly less, while there

is no detectable association between automation exposure and support for the more

radical protectionist left.

Besides the authoritarian and nativist change in attitudes –which we deem as very

consequential– two additional factors might contribute to explain our findings. First,

redistribution might be desired by voters, yet promises of redistribution coming from

the left might be not credible, due to the fiscal constraints faced by governments, and

in general to the crisis of embedded liberalism accelerated by the financial crisis. Vot-

ers might prefer the radical right’s promise of return to some “status quo ante” to non-

credible promises of renewed generous redistribution (Colantone and Stanig 2019).

Second, automation in manufacturing disrupts the established patterns of shop-floor

organization, making it harder for labor unions to retain the central role they occupied

in western Europe in the decades after WWII. Unions historically encouraged workers

to think in terms of class interest rather than national identity, and provided an impor-

tant link between left parties and blue-collar constituencies. Their reduced importance
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might then contribute to explain why automation losers did not massively turn to the

left (Kitschelt 2012).

There is limited evidence, thus far, on the consequences of the most recent spurts of

technological change on political behavior. Studying the 2016 US presidential election,

Frey et al. (2018) show that voters in regions more affected by robotization in manu-

facturing were more supportive of the Republican candidate, Donald Trump, who was

running on a nationalist platform similar to those of the European radical right. Dal Bó

et al. (2018) show that the share of automation-vulnerable workers in a municipality ro-

bustly correlates with support for the Sweden Democrats. Working with individual-level

data, Gallego et al. (2018) find that computerization winners in the UK become more

likely to vote Conservative and less likely to vote Labour. Closer to our work, Im et al.

(2019) show that individual workers currently employed in occupations at higher risk

of automation are more prone to vote for radical-right parties across several European

countries.

This paper aims at furthering our understanding of the political implications of tech-

nological change. We provide cross-country causal evidence on the effects of automa-

tion, using both official election results and individual voting data. We leverage detailed

information on robot adoption at the country-industry level, and employ an identifica-

tion strategy that exploits plausibly exogenous technological shifts. Additionally, we aim

to improve on earlier studies that have assessed the exposure of individuals to automa-

tion based on the current occupation. We argue that the current occupational status of

an individual might be endogenous to automation dynamics, and we introduce a novel

methodological approach to assess individual exposure to automation in a way that is

not contaminated by automation itself.
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Regional exposure to automation

Following Acemoglu and Restrepo (2020), we measure the time-varying exposure to au-

tomation at the regional level as:

Regional Exposurecrt =
∑
j

Lpre−sample
crj

Lpre−sample
cr

∗
Rt−1
cj −Rt−n

cj

Lpre−sample
cj

, (1)

where c indexes countries, rNUTS-2 regions, j manufacturing industries, and t years.

Rt−1
cj − Rt−n

cj is the change in the operational stock of industrial robots between year

t − 1 and t − n, in country c and industry j, normalized by the pre-sample number of

workers employed in the same country and industry, Lpre−sample
cj . This ratio provides a

measure of the intensity of robot adoption at the industry level. To retrieve the regional-

level exposure, we take a weighted summation of the industry-level changes, where the

weights capture the relative importance of each industry in each region. Specifically,

each weight is the ratio between the number of workers employed in a given region

and industry (Lpre−sample
crj ), and the total number of workers employed in the same re-

gion (Lpre−sample
cr ). Importantly, weights are based on pre-sample figures, dating before

the surge in the adoption of industrial robots observed from the mid-1990s onwards.

Intuitively, regions that were initially specialized in industries in which the adoption of

robots has later been faster are assigned stronger exposure to automation.

We retrieve employment data for 191 NUTS-2 administrative regions from national

sources and Eurostat. Table A1 in the Online Appendix reports year and source for each

of the fourteen sample countries. Yearly data on the stock of operational robots by coun-

try and industry are sourced from the International Federation of Robotics. We focus

on eleven industries encompassing the whole manufacturing sector. These correspond

mostly to NACE Rev. 1.1 subsections (details in Table A2 of the Online Appendix). The

average yearly change in the stock of operational robots in our sample is an increase
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of 7.6 robots for every 100,000 workers in the region, with a standard deviation of 10. In

some regions and years, the yearly increase in the number of robots has been as much as

94 for every 100,000 workers (see Figure A1 in the Online Appendix for a map of regional

exposure).

When regressing electoral outcomes on exposure to robots, endogeneity issues could

arise from different sources. First, robot adoption tends to be pro-cyclical: firms install

more robots during periods of stronger economic growth. If economic cycles were as-

sociated with support for political parties, the OLS estimates of the impact of robots on

voting would be biased. In particular, if voters in good times tend to support more main-

stream parties rather than nationalist and radical-right parties, we would expect a down-

ward bias in the OLS estimates. Second, more robots might be installed in regions with

stronger employment protection legislation, which makes labor relatively more costly.

Given that employment legislation in Europe is determined at the national level, we re-

duce this concern by including country-year fixed effects in our regressions. Relatedly,

the pace of robot adoption in a region may also be influenced by the local strength of

labor unions. To the extent that unionization is systematically associated with perfor-

mance of political parties, we would have a confounding factor biasing OLS estimates.

To address the endogeneity concerns, similarly to Acemoglu and Restrepo (2020), we

employ the following instrument:

IV Regional Exposurecrt =
∑
j

Lpre−sample
crj

Lpre−sample
cr

∗
R̄t−1

−c,j − R̄t−n
−c,j

L̄pre−sample
−cj

(2)

where
R̄t−1

−c,j−R̄
t−n
−c,j

L̄pre−sample
−cj

is the change in the average stock of operational robots per worker

in industry j across all other sample countries (i.e., excluding c), between year t− 1 and

t − n. This term replaces
Rt−1

cj −Rt−n
cj

Lpre−sample
cj

in Equation (1): we instrument robot adoption in

each country and industry by using robot adoption in the same industry but in different
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countries.

Our instrument is meant to exploit industry-specific trajectories in automation driven

by technological innovations shared across countries. Its validity hinges on the fact that

the adoption of robots in other countries, at the industry level, is plausibly exogenous

to the political dynamics of each domestic region. The exclusion restriction could be

violated in the presence of demand shifts correlated across countries. To address this

concern, we probe the robustness of our results to using six alternative instruments.

In the first two exercises, instead of using robot adoption in other European coun-

tries, we consider the more distant –and less cyclically correlated– non-European ad-

vanced economies for which IFR data are available (i.e., countries of North America,

Japan and South Korea). In the remaining exercises, we employ four variables meant to

directly capture technological shifts in robots and computing: the average unit price

of industrial robots sold in the US (IFR); a producer index of computer prices (Fred

database, St. Louis FED); and two indexes of advances in computing, specifically single-

thread performance and number of transistors per microprocessor (both sourced from

karlrupp.net). For each of these variables, we compute the instrument according to the

following formula:

IV Regional Exposurecrt =
∑
j

Lpre−sample
crj

Lpre−sample
cr

∗ Repj ∗∆ Indext−1,t−n (3)

where ∆ Indext−1,t−n is the change in the relevant index between t − 1 and t − n,

and Repj is an industry-level replaceability index (i.e., the share of hours worked within

industry j in occupations replaceable by robots), as computed by Graetz and Michaels

(2018) based on US Census data of 1980.
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Individual exposure to automation

Assessing the individual exposure to automation poses an important challenge: the en-

dogeneity of current occupation to automation dynamics. To illustrate, consider an in-

dividual displaced from a well-paid and stable job in manufacturing, due to robot adop-

tion, in year t − 1. In year t, the same individual finds a new job in services, e.g., as a

janitor in a fast-food restaurant, at a lower wage and with a temporary contract. If we

were to use occupation at time t to assess automation exposure, we would attribute to

this individual a low score of occupational automatability. Yet, this hypothetical indi-

vidual is the canonical case of an automation loser, and a measure based on current

occupation would not capture it. Even worse, using current occupation would not allow

us to assign a value of automation exposure to workers who are displaced and remain

unemployed: hence we would leave out of the analysis an important group of negatively

affected individuals. Moreover, automation not only affects workers initially employed

in specific occupations, but also reduces job opportunities for prospective workers, who

might find themselves unemployed, or employed in second-best occupations with low

automation intensity.

In light of these considerations, in order to capture the individual exposure to au-

tomation in a way that is not contaminated by the consequences of automation itself,

we do not use information on the current occupation. Instead, we employ a vector of

predicted probabilities for each individual to be employed in each occupation. Cru-

cially, these probabilities are estimated based on individual characteristics and on the

pre-sample, historical composition of employment at the occupation level in the re-

gion of residence. The individual vulnerability to automation is then obtained as the

scalar product between this vector of probabilities and a vector of automatability scores

of the occupations. In other words, the vulnerability score is a weighted average of the
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automatability scores for each occupation, where weights are the probabilities of em-

ployment of each individual in each occupation. To obtain the individual exposure to

automation at the time of a given election, the vulnerability score is further interacted

with the pace of robot adoption in the specific country and election year.

Specifically, we compute:

Individual Exposureicrt =
[∑

j

P̂ r(oi = j|age, gender, edu, r) ∗ θj
]

︸ ︷︷ ︸
Individual Vulnerability

∗∆Rct (4)

where P̂ r(oi = j|age, gender, edu, r) is individual i’s probability of working in each

occupation j, predicted based on age, gender, educational attainment, and historical

employment data in the region of residence. The score θj is the automatability of oc-

cupation j. Summing the product of P̂ r(oi = j|age, gender, edu, r) times θj over all oc-

cupations, we obtain a value of individual vulnerability to automation. The individual

exposure to robot adoption in year t is then obtained multiplying this individual vul-

nerability by ∆Rct, which is the national percentage change in total operational robots

between year t− 1 and t− n, in the country c where individual i resides, i.e.,
Rt−1

c(i)
−Rt−n

c(i)

Rt−n
c(i)

.

Intuitively, for a given national pace of robot adoption, our measure of individual ex-

posure assigns higher scores to individuals that would have been more likely –in the pre-

sample historical labor market– to work in occupations whose automatability is higher.

The logic of the individual measure is analogous to the one underlying the regional mea-

sure in the previous section. In that case, the vulnerability of a region is determined by its

historical sectoral composition. In this case, the vulnerability of an individual is deter-

mined by the historical distribution of occupations in her labor market, in conjunction

with her observable characteristics.

Using for each individual the predicted probabilities of employment in all occupa-

tions allows us to avoid the endogeneity issues that would be induced by the use of cur-
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rent occupational status. For instance, going back to the examples discussed above, our

measure is able to capture more effectively the automation exposure of: (1) manufac-

turing workers who have been displaced by robots and currently have a service job with

low automatability; (2) displaced workers who are currently unemployed; (3) young in-

dividuals whose profiles and region of residence would have made them likely to have

a high-automatability manufacturing job, which was available for their parents in the

pre-sample labor market, but is not an option any longer due to robot adoption.

To illustrate, consider a hypothetical twenty-year-old man without a college degree,

observed in the year 2015, who lives in a region where many individuals with a similar

demographic profile used to work in high-automatability occupations at the beginning

of the 1990s. His vector of employment probabilities, based on the historical estimates,

would contain relatively high values corresponding to more automatable occupations.

This man would then receive a relatively high score of exposure to automation in 2015

even though he is currently unemployed, or employed in an occupation that is not highly

automatable, e.g., delivery service. Indeed, the idea is to capture the fact that certain job

opportunities have been disappearing due to automation, potentially leading to people

being unemployed, or employed in sub-optimal occupations.

In the individual-level analysis, we use data from the first seven waves of the Euro-

pean Social Survey (ESS), spanning the period 1999-2015. For each individual, we ob-

serve voting behavior along with demographic characteristics and region of residence.

To compute the individual exposure to automation of ESS respondents as in Equation

(4) we proceed in two steps. In the first step, we estimate multinomial logit models of

occupational choice based on historical European Labor Force Survey (EU-LFS) data.

These models have the set of all occupations as outcome variable, while the predictors

are age, gender, educational attainment, and regional effects. Occupations are defined

at the 2-digit level of the International Standard Classification of Occupations (ISCO).

15



We estimate the models separately for each country, on the first year for which data are

available (1992 for most countries). The pseudo R2 of the country-specific multinomial

logit models ranges between 11 and 22%, with an average of 16%. Figure A2 in the Online

Appendix provides further evidence on the quality of the in-sample prediction exercise.

The parameter estimates obtained from these models reflect the occupational out-

comes of workers with a given profile in each country and region, in the pre-sample

labor market. In the second step, we use these parameter estimates to predict P̂ r(oi =

j|age, gender, edu, r) out of sample for each ESS respondent. It is important to clarify that,

while a good fit of the occupational model is important –i.e., in-sample predictions in

EU-LFS must be on target– we do not aim to obtain accurate predictions of the current

occupation of ESS respondents. Relatedly, we do not expect occupation shares resulting

from the out-of-sample predictions to approximate the observed ones, and indeed this

is not the case.

To illustrate, Figure 1 shows the difference between the predicted share of employ-

ees in each aggregated 1-digit occupational group, based on our models, and the actual

share observed in the ESS data. If there were no changes in the occupational structure

of regions between the beginning of the 1990s and the subsequent ESS sample period,

we would expect no systematic differences in these shares. Instead, several differences

emerge. In particular, we under-predict the proportion of, e.g., personal service workers,

ICT operators, and cleaners, while we over-predict the share of agricultural employees,

clerks, machine operators and assemblers. These patterns reflect the transformation of

the European labor market discussed earlier.

This evidence suggests that, by using historical EU-LFS data to predict the employ-

ment probabilities of ESS respondents, we are indeed assessing the individual vulnera-

bility to automation based on occupational patterns that are significantly different from

the current ones, and plausibly not contaminated by the latest spurt of automation. Nev-
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Figure 1: Predicted vs. actual occupation shares

ertheless, our measure of individual exposure to automation might still suffer from en-

dogeneity due to the ∆Rct component. In the empirical analysis, we thus instrument

Individual Exposureicrt substituting ∆Rct with seven different variables. These exploit

the same sources of plausibly exogenous variation used in the regional analysis, as cap-

tured by robot adoption in foreign countries, and other measures of technological shifts

in robots and computing.

The θj component of individual exposure to automation is an occupation-specific

score of automation threat. We adopt two main strategies to assess this threat. In the

first strategy, θj is the probability of computerization for each 2-digit occupation, as

estimated by Frey and Osborne (2017) based on a combination of expert data and de-

tailed task content. These estimates capture the automatability of both routine and

non-routine tasks, taking into account the recent developments in mobile robotics and

machine learning.

The second strategy relies on an item in the 1997 wave of the ISSP “Work Orienta-
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Figure 2: Distributions of individual vulnerability

tions” module (International Social Survey Program Research Group 1999), asking re-

spondents about the perceived effect of new technologies on the number of jobs. Using

all available data from advanced industrial democracies, we estimate the occupation-

specific perceived automation threat via a model with random intercepts for occupa-

tions, of the form: yi = α + βk(i) + εi with β ∼ N(0, σβ), where yi is the perceived au-

tomation threat for respondent i and βk is the random intercept for occupation k. Our

approach is analogous to the one used by van Hoorn (2018), who calculates the average

threat by occupation.

The upper panel of Figure 2 shows the distribution of individual vulnerability scores
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for three groups of ESS respondents based on the level of education: low, medium,

and high. As one would expect, more educated individuals tend to be less vulnerable

to automation. Yet, there is quite some variation in vulnerability within each educa-

tional group, resulting in significant overlaps in the distributions, especially for low and

medium education. This is true both when using the Frey and Osborne (2017) and the

ISSP-based automatability measures. In the bottom panel of Figure 2, individuals are

grouped based on the level of exposure to automation in their region of residence. Two

important facts emerge. First, for a given level of regional exposure, there is substan-

tial heterogeneity in individual vulnerability. Second, the distributions across the three

groups are largely overlapping. Focusing on individual vulnerability to automation thus

allows to capture a complementary source of variation with respect to the regional anal-

ysis. This speaks directly to the distributional consequences of robot adoption within

regions.

District-level analysis

We employ legislative election results for 83 elections in fourteen western European

countries, between the early 1990s and 2016. Data are assembled from CLEA (Kollman

et al. 2017), GED (Brancati 2016), and national sources. For all parties coded in the Man-

ifesto Project (Volkens et al. 2018), we match vote data with information on ideological

stances based on party manifestos.

Our main focus is the nationalism score, computed following Lowe et al. (2011).

Specifically, for party `, in country c and year (election) t, we define:

Nationalism Score`ct = log(.5 + z+
`ct)− log(.5 + z−`ct), (5)

where z+
`ct is the number of claims in the manifesto oriented in a nationalist direc-
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tion, i.e., supporting “the national way of life”, traditional morality, law and order, and

opposing multiculturalism, while z−`ct is the number of claims in the opposite direction.1

This indicator is analogous to the one used by Hall and Evans (2019).

Combining ideology scores and district-level election returns, we calculate two sum-

maries of the ideological leaning of each district in each election: the center of gravity

(COG) and the median voter score. The nationalism center of gravity is the average of

the nationalism scores of the competing parties, weighted by their vote shares in the

district. Formally, for district d at election t, it is defined as:

Nationalism COGdt =

n∑̀
=1

p`dtNationalism Score`t

n∑̀
=1

p`dt

,

where Nationalism Score`t refers to party ` at election t, and p`dt is the vote share for

party ` in district d and election t. The center of gravity is sensitive to the ideological

position also of the most extreme parties, while the (weighted) median voter score cap-

tures the location of a “centrist” voter in the district. As a third summary, we compute

the vote share, in each district and election, for radical-right parties, identified based on

the conventional wisdom in the literature.2

The specification we estimate has the general form:

Electoral Outcomecdt = αct + β1Regional Exposurecr(d)t + εcdt, (6)

1z+
`ct contains categories 601, 603, 605, and 608; while z−`ct contains 602, 604, and 607.

2Full list in the Online Appendix.
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where c indexes countries, d districts, t years (elections), and εcdt is an error term.

Electoral Outcomecdt is one of the three district-level summaries defined above. The

function r() maps district d to its NUTS-2 region r. The terms αct are country-year (i.e.,

election) fixed effects. Regional Exposurecr(d)t is the exposure to robot adoption as de-

fined in Equation (1), computed over two years prior to the election. Each observation

is a district in a given election, while the regional exposure to automation is measured

at the level of NUTS-2 regions, which contain multiple districts in some cases. Standard

errors are clustered at the region-year level. The country-year fixed effects account for

any factors (e.g., incumbent government, political climate, national economic perfor-

mance) that affect all the districts within a country in a given election: this implies that

we identify the effect of automation only out of variation across regions within the same

country and year.

Table 1 reports the baseline estimates of Equation (6). The dependent variable is

specified on top of each panel. The regional exposure to robots is computed as in Equa-

tion (1), based on robot adoption over two years prior to each election.3 Column 1 dis-

plays the OLS estimates. The remaining columns show the IV results. The instruments

are specified in each column.

The estimated coefficient on robot exposure is positive and precisely estimated across

the board, pointing to a positive link between automation and support for nationalist

and radical-right parties at the district level. In the IV regressions, the first-stage coeffi-

cients on the instruments are highly significant and have the expected sign: positive for

foreign robot adoption and measures of performance, negative for robot and computer

3Figure A3 in the Online Appendix assesses the robustness of our results to using al-

ternative lags.
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prices. The F-statistic is always well above 10, suggesting that we do not face a prob-

lem of instrument weakness. The instrumental variable estimates are somewhat larger

than the OLS estimates, consistent with the well-known procyclicality of robot adoption.

Using the instrument based on foreign robot adoption in other European countries, in

column 2, always yields the most conservative estimates of the effects of robot exposure.

How large are these effects? This can be grasped most easily from Panel (c), where

the dependent variable is the vote share for radical-right parties. The estimated coeffi-

cient of column 2 implies that, if we compare two regions within the same country and

year, which differ by one standard deviation in robot exposure net of the fixed effects (as

recommended by Mummolo and Peterson 2018), these are expected to differ by 1 per-

centage point in radical-right support. This is far from negligible, considering that the

average vote share for radical-right parties is 5.9%, with a standard deviation of 4.7 p.p..

To gauge the magnitude of the effects in terms of nationalism, we shall start by con-

sidering that the median voter score ranges between -4.2 and 3.4, with a standard devi-

ation (net of fixed effects) of 0.61, while the center of gravity score ranges between -4.2

and 2.7, with standard deviation of 0.29. Then, according to column 2, within a given

election a one standard deviation increase in robot exposure leads to an increase in the

median voter score by 12.5% of the standard deviation, and to an increase in the cen-

ter of gravity score by 16% of the standard deviation. Overall, these results show that

automation has effects that are detectable in aggregate election returns, leading to a tilt

in favor of parties promoting an anti-cosmopolitan agenda, and towards radical-right

parties.

In Table 2 we report a number of robustness checks. To ease comparisons, the first

row displays the baseline, most conservative IV results of column 2 in Table 1. In Panel

(a) we replicate the same regressions excluding the largest regions, which might arguably

provide a sub-optimal approximation of the local labor market concept underpinning
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Table 1: District-Level Estimates
Panel (a) (1) (2) (3) (4) (5) (6) (7) (8)

Dep. Var.: Nationalism Median Score

Robots Regional Exposure 0.452*** 0.648*** 1.916*** 1.441*** 1.492** 1.136*** 1.090** 1.191**
[0.127] [0.166] [0.443] [0.532] [0.681] [0.266] [0.515] [0.559]

Estimator OLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS
Country-Year Effects yes yes yes yes yes yes yes yes

Obs. 8,981 8,981 8,981 8,981 8,981 8,981 8,981 8,981
R2 0.57 - - - - - - -

Instrument: - Robots Robots Robots US US Computer Transistors
oth. Eu. North non-Eu. robot computer perform. per
countries America countries prices prices microproc.

First-stage coefficient - 0.798*** 2.208*** 2.074*** -12.214*** -10.795*** 1.594*** 1.046***
- [0.071] [0.252] [0.258] [3.025] [1.057] [0.208] [0.129]

Kleibergen-Paap F-Statistic - 127.6 77.02 64.78 16.31 104.3 58.58 65.77

Panel (b) (1) (2) (3) (4) (5) (6) (7) (8)

Dep. Var.: Nationalism COG Score

Robots Regional Exposure 0.277*** 0.397*** 0.988*** 0.749*** 0.899** 0.787*** 0.632*** 0.811***
[0.056] [0.090] [0.210] [0.212] [0.353] [0.144] [0.193] [0.251]

Estimator OLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS
Country-Year Effects yes yes yes yes yes yes yes yes

Obs. 8,981 8,981 8,981 8,981 8,981 8,981 8,981 8,981
R2 0.84 - - - - - - -

Instrument: - Robots Robots Robots US US Computer Transistors
oth. Eu. North non-Eu. robot computer perform. per
countries America countries prices prices microproc.

First-stage coefficient - 0.798*** 2.208*** 2.074*** -12.214*** -10.795*** 1.594*** 1.046***
- [0.071] [0.252] [0.258] [3.025] [1.057] [0.208] [0.129]

Kleibergen-Paap F-Statistic - 127.6 77.02 64.78 16.31 104.3 58.58 65.77

Panel (c) (1) (2) (3) (4) (5) (6) (7) (8)

Dep. Var.: Radical Right Share

Robots Regional Exposure 0.040** 0.084** 0.250*** 0.335*** 0.431*** 0.161*** 0.341*** 0.419***
[0.017] [0.037] [0.093] [0.124] [0.152] [0.057] [0.127] [0.132]

Estimator OLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS
Country-Year Effects yes yes yes yes yes yes yes yes

Obs. 8,981 8,981 8,981 8,981 8,981 8,981 8,981 8,981
R2 0.64 - - - - - - -

Instrument: - Robots Robots Robots US US Computer Transistors
oth. Eu. North non-Eu. robot computer perform. per
countries America countries prices prices microproc.

First-stage coefficient - 0.798*** 2.208*** 2.074*** -12.214*** -10.795*** 1.594*** 1.046***
- [0.071] [0.252] [0.258] [3.025] [1.057] [0.208] [0.129]

Kleibergen-Paap F-Statistic - 127.6 77.02 64.78 16.31 104.3 58.58 65.77

Standard errors clustered by region-year. *** p<0.01, ** p<0.05
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Acemoglu and Restrepo’s (2020) theory. We drop, alternatively, regions in the top 25% or

50% of the distribution in terms of geographical area, either within each country (rows

2-3) or overall (rows 4-5). The estimated coefficients are not statistically different from

the baseline, even when excluding half of the regions in the sample.

In Panel (b) we augment the specification with interactions between the year dum-

mies and a number of initial regional conditions, measured pre-sample and specified

in each row. By doing this, we are controlling for differential regional trajectories –as

related to historical differences in political culture, skill-composition of the labor force,

and immigration– which might be confounded with exposure to automation. Our re-

sults are not significantly affected.

Finally, in Panel (c) we exclude from the computation of automation exposure (and

its instrument): the automotive industry, which is the most robot-intensive; the com-

puting industry, which provides key robot inputs; and the oil industry, which is very

procyclical. Our results do not hinge on the inclusion of any of these industries.

Individual-level analysis

We rely on the first seven waves of the European Social Survey. Elections span the period

1999-2015. Our main focus is on two dependent variables: (1) the nationalism score of

the party voted by the individual; and (2) a dummy equal to one if the chosen party is

categorized as a radical-right party.

The specification we estimate has the general form:

Vote Choiceicrt = αct + αr + β1Individual Exposureit + εicrt, (7)

where i indexes individuals, c countries, r regions, t election years, and εicrt is an

error term. Individual Exposureit is the individual exposure to automation, computed as
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Table 2: District-Level Estimates - Robustness
Dep. Var.: Nationalism Nationalism Radical Right

Median Score COG Score Share

1) Baseline estimates 0.648*** 0.397*** 0.084**
[0.166] [0.090] [0.037]

a) Robustness on regional size:

2) Excluding largest regions within each country: top 25% 0.415*** 0.312*** 0.049**
[0.141] [0.084] [0.024]

3) Excluding largest regions within each country: top 50% 0.432*** 0.250*** 0.059***
[0.151] [0.078] [0.020]

4) Excluding largest regions overall: top 25% 0.604*** 0.585*** 0.075***
[0.188] [0.133] [0.024]

5) Excluding largest regions overall: top 50% 0.533** 0.410*** 0.073***
[0.270] [0.137] [0.026]

b) Including region-specific trajectories based on historical:

6) Electoral score (same as dep. var. in first pre-sample election) 0.337*** 0.326*** 0.032**
[0.129] [0.085] [0.015]

7) Employment share of low-skilled workers 0.638*** 0.340*** 0.087**
[0.186] [0.101] [0.044]

8) Employment share of medium-skilled workers 0.698*** 0.438*** 0.079**
[0.164] [0.093] [0.035]

9) Employment share of high-skilled workers 0.659*** 0.346*** 0.085**
[0.177] [0.097] [0.042]

10) Share of foreign-born people in the population 0.869*** 0.628*** 0.093***
[0.216] [0.120] [0.033]

11) Stock of foreign-born people in the population 0.667*** 0.526*** 0.079**
[0.174] [0.103] [0.034]

c) Excluding specific industries from regional exposure:

12) Excluding automotive 1.806*** 1.143*** 0.460***
[0.653] [0.239] [0.151]

13) Excluding office machinery and computers 0.647*** 0.405*** 0.082**
[0.168] [0.093] [0.037]

14) Excluding oil, chemicals, rubber and plastics 0.622*** 0.362*** 0.066**
[0.156] [0.087] [0.033]

Standard errors clustered by region-year. *** p<0.01, ** p<0.05
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outlined in Equation (4), over two years prior to the election. αr are region fixed effects,

whileαct are country-year (i.e., election) fixed effects. Standard errors are clustered at the

region-year level. In all tables, the coefficients refer to standardized individual exposure,

so they can be interpreted as the effect of a one standard deviation change.

Before analyzing the impact of individual robot exposure on voting, in Table 3 we

provide some preliminary evidence of its effects on individual economic conditions and

perceptions, as well as on meta-political attitudes. In details, we estimate the specifi-

cation of Equation (7) using ten different dependent variables, as specified in each row.

Consistent with the district-level analysis, individual exposure to robots is instrumented

using a variable that combines individual vulnerability with the average pace of robot

adoption in other European countries. We show estimates based on both the Frey and

Osborne (2017) and the ISSP-based automatability scores, in columns 1 and 2, respec-

tively. Higher robot exposure at the individual level leads to: lower likelihood of having a

permanent contract, poorer perceived economic conditions and well-being, lower sat-

isfaction with the government and democracy, and a reduction in perceived political

self-efficacy.

The contribution of this preliminary analysis is twofold. First, it provides an impor-

tant test of the convergent validity of our novel measure of individual exposure to au-

tomation, which emerges as being causally related to gloomier conditions and percep-

tions. Indeed, one could be skeptical about the validity of our measure –and hence about

the estimated effects on voting– in the absence of any impact on personal grievances.

Second, and relatedly, with no ambition to provide a formal test of any specific theory,

this analysis suggests a number of possible transmission channels from automation ex-

posure to voting, consistent with our theoretical discussion.

Tables 4 and 5 report the baseline estimates of Equation (7), with individual expo-

sure based on Frey and Osborne (2017) and ISSP, respectively. The dependent variables
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Table 3: Individual Exposure to Automation - Preliminary Evidence

(1) (2)

Individual exposure based on: Frey and Osborne (2017) ISSP

Dep. Var. specified in each row

1) Dummy for having a permanent contract -0.145*** -0.051***
[0.019] [0.008]

2) Perceiving pay as inappropriate 0.025** 0.013***
[0.010] [0.004]

3) Perceiving household income as not sufficient 0.059*** 0.029***
[0.009] [0.004]

4) Perceived job security -0.038*** -0.016***
[0.014] [0.005]

5) Perceived likelihood of unemployment in 12 months 0.128*** 0.041***
[0.020] [0.008]

6) Satisfaction with life as a whole -0.010*** -0.006***
[0.003] [0.001]

7) Satisfaction with state of the economy in country -0.013*** -0.007***
[0.003] [0.001]

8) Satisfaction with national government -0.009*** -0.004***
[0.003] [0.001]

9) Satisfaction with the way democracy works in country -0.014*** -0.008***
[0.004] [0.002]

10) Perceived own political efficacy -0.562*** -0.236***
[0.103] [0.044]

Standard errors clustered by region-year. *** p<0.01, ** p<0.05

are indicated on top of each panel. The first column is OLS. The remaining are IV es-

timates, with the instruments indicated in each column. The estimated coefficients of

individual exposure to robots are always positive and highly significant. The first-stage

coefficients on the instruments are also significant and have the expected sign. The F-

statistics are comfortably high. This set of results suggests that individuals more exposed

to automation tend to support more nationalist and radical-right parties. As in the dis-

trict level analysis, the IV coefficients are somewhat higher than the OLS ones, and the

most conservative IV estimates are obtained when using robot adoption in other Euro-

pean countries (column 2).

In terms of magnitudes, all the coefficients can be directly read as the effect of a one

standard deviation increase in individual exposure. This leads to an increase in the na-

tionalism score by about 0.08, i.e., 7% of its standard deviation, and to a 2.7 percentage

point increase in the probability of supporting a radical-right party. Somewhat smaller
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Table 4: Individual-Level Estimates based on Frey and Osborne (2017)

Panel (a) (1) (2) (3) (4) (5) (6) (7) (8)

Dep. Var.: Nationalism Score

Robots Individual Exposure 0.068*** 0.077*** 0.092*** 0.149*** 0.110** 0.131*** 0.095*** 0.148***
[0.019] [0.021] [0.021] [0.026] [0.043] [0.024] [0.026] [0.049]

Estimator OLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS
Country-Year Effects yes yes yes yes yes yes yes yes
NUTS-2 Effects yes yes yes yes yes yes yes yes

Obs. 95,822 95,822 95,822 95,822 95,822 95,822 95,822 95,822
R2 0.25 - - - - - - -

Instrument: - Robots Robots Robots US US Computer Transistors
oth. Eu. North non-Eu. robot computer perform. per
countries America countries prices prices microproc.

First-stage coefficient - 0.640*** 0.598*** 0.555*** -0.583*** -0.427*** 0.646*** 0.553***
- [0.029] [0.022] [0.022] [0.054] [0.020] [0.034] [0.058]

Kleibergen-Paap F-Statistic - 478.3 736.1 619.5 118.4 468.8 356.4 90.45

Panel (b) (1) (2) (3) (4) (5) (6) (7) (8)

Dep. Var.: Radical Right

Robots Individual Exposure 0.017*** 0.027*** 0.028*** 0.040*** 0.047*** 0.039*** 0.033*** 0.062***
[0.004] [0.006] [0.005] [0.006] [0.012] [0.006] [0.007] [0.017]

Estimator OLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS
Country-Year Effects yes yes yes yes yes yes yes yes
NUTS-2 Effects yes yes yes yes yes yes yes yes

Obs. 97,981 97,981 97,981 97,981 97,981 97,981 97,981 97,981
R2 0.10 - - - - - - -

Instrument: - Robots Robots Robots US US Computer Transistors
oth. Eu. North non-Eu. robot computer perform. per
countries America countries prices prices microproc.

First-stage coefficient - 0.639*** 0.597*** 0.552*** -0.577*** -0.425*** 0.644*** 0.552***
- [0.029] [0.022] [0.022] [0.053] [0.020] [0.034] [0.058]

Kleibergen-Paap F-Statistic - 481.2 738.4 616.2 118.4 453.2 358.7 91.75

Standard errors clustered by region-year. *** p<0.01, ** p<0.05
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Table 5: Individual-Level Estimates based on ISSP
Panel (a) (1) (2) (3) (4) (5) (6) (7) (8)

Dep. Var.: Nationalism Score

Robots Individual Exposure 0.035*** 0.040*** 0.048*** 0.070*** 0.070*** 0.063*** 0.052*** 0.080***
[0.008] [0.009] [0.009] [0.011] [0.021] [0.010] [0.012] [0.022]

Estimator OLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS
Country-Year Effects yes yes yes yes yes yes yes yes
NUTS-2 Effects yes yes yes yes yes yes yes yes

Obs. 95,822 95,822 95,822 95,822 95,822 95,822 95,822 95,822
R2 0.25 - - - - - - -

Instrument: - Robots Robots Robots US US Computer Transistors
oth. Eu. North non-Eu. robot computer perform. per
countries America countries prices prices microproc.

First-stage coefficient - 0.811*** 0.812*** 0.773*** -0.434*** -0.800*** 0.757*** 0.507***
- [0.037] [0.030] [0.032] [0.046] [0.038] [0.042] [0.054]

Kleibergen-Paap F-Statistic - 476.1 719.5 596.6 87.31 445.9 320.8 88.58

Panel (b) (1) (2) (3) (4) (5) (6) (7) (8)

Dep. Var.: Radical Right

Robots Individual Exposure 0.007*** 0.012*** 0.012*** 0.017*** 0.023*** 0.017*** 0.015*** 0.028***
[0.002] [0.002] [0.002] [0.003] [0.006] [0.003] [0.003] [0.008]

Estimator OLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS
Country-Year Effects yes yes yes yes yes yes yes yes
NUTS-2 Effects yes yes yes yes yes yes yes yes

Obs. 97,981 97,981 97,981 97,981 97,981 97,981 97,981 97,981
R2 0.10 - - - - - - -

Instrument: - Robots Robots Robots US US Computer Transistors
oth. Eu. North non-Eu. robot computer perform. per
countries America countries prices prices microproc.

First-stage coefficient - 0.811*** 0.811*** 0.770*** -0.430*** -0.797*** 0.756*** 0.507***
- [0.037] [0.030] [0.032] [0.046] [0.038] [0.042] [0.054]

Kleibergen-Paap F-Statistic - 479.6 724.0 592.8 87.62 431.6 322.1 89.68

Standard errors clustered by region-year. *** p<0.01, ** p<0.05
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effects are obtained when using the ISSP-based measure of automation threat, in Table

5: 0.04 and 1.2, respectively. Even then, the impact of automation still looms substantial.

Our measure of individual exposure to robots is based on the individual probabilities

of employment in each occupation. Probabilities are estimated based on age, gender,

and educational attainment. This is the reason why these controls are not included

in the baseline individual regressions. For instance, due to collinearity, it would not

be possible to properly estimate the effect of automation exposure jointly with educa-

tion, which is an important predictor of exposure itself, as shown in Figure 2. Yet, one

might be concerned that education, besides influencing an individual’s exposure to au-

tomation, might also capture omitted personality traits and basic orientations that are

directly linked to vote choice. In particular, education might affect orientations that

are related to authoritarianism and opposition to the cosmopolitan agenda, and are

thus linked to support for nationalist and radical-right parties (Ivarsflaten and Stubager

2012). We address this important issue in a number of robustness checks.

In Table 6, we augment the baseline IV regressions of column 2 in Tables 4-5 with sev-

eral proxies for these orientations. We include the first two factors from a factor analysis

on the twenty-one orientation items of the Human Values Scale in the ESS.4 Addition-

ally, we control for agreement with the statement that gays and lesbians should be free to

live life as they wish. While domain-specific, this item is related to one of the main non-

economic components of the “cosmopolitan values” package. We also control for occu-

pational social class following Oesch (2006), and for fixed effects capturing the highest

level of education achieved by the parents, which is known to be highly correlated with

individuals’ educational attainment and attitudes.

4Details in the Online Appendix.
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These control variables are, possibly, post-treatment. In particular, evidence dis-

cussed in the theoretical section points to direct causal effects of economic vulnerability

on authoritarian attitudes. In addition, these attitudinal items might even be endoge-

nous to political choice if voters take party cues about the stance they hold –e.g., on gay

rights– after deciding for other reasons –e.g., economic distress– to support a given party.

Reassuringly, the coefficients on the individual exposure to automation remain positive

and highly significant.

In Table 7 we present additional robustness checks on the baseline estimates (re-

ported in the first row to ease comparisons). In row 2, we drop age, gender, and ed-

ucation dummies from the multinomial logit estimations underlying the computation

of occupational probabilities. This allows us to include the individual controls in the

vote regressions. In row 3, we drop only education from the occupational models, while

keeping all the individual controls in the vote regressions. In row 4, we drop the region

fixed effects from the occupational models while keeping all the individual predictors,

which are then excluded from the vote regressions as in the baseline. All these permu-

tations leave our evidence substantially unaffected, suggesting that our findings do not

hinge on specific determinants of individual vulnerability.

In row 5, we regress voting outcomes on individual vulnerability, instead of exposure

to automation. That is, we do not consider the ∆Rct component of Equation (4). In row

6, we substitute the national ∆Rct with the regional exposure to automation, as used

in the district-level analysis. In row 7, we augment ∆Rct by considering the estimated

adoption of service robots, in addition to industrial robots.5 Results are robust across

the board.

5Estimates based on IFR data on service robots for professional use.

31



Table 6: Individual-Level Estimates - Individual Controls
(1) (2) (3) (4)

Individual exposure based on: Frey and Osborne (2017) ISSP

Dep. Var.: Nationalism Radical Nationalism Radical
Score Right Score Right

Robots Individual Exposure 0.039** 0.019*** 0.019** 0.008***
[0.018] [0.005] [0.008] [0.002]

Orientations - factor 1 -0.043*** -0.004*** -0.043*** -0.004***
[0.005] [0.001] [0.005] [0.001]

Orientations - factor 2 -0.045*** 0.004*** -0.044*** 0.005***
[0.007] [0.001] [0.007] [0.001]

Gay rights: agree 0.237*** 0.011*** 0.237*** 0.011***
[0.015] [0.002] [0.015] [0.002]

Gay rights: neutral 0.382*** 0.024*** 0.381*** 0.024***
[0.025] [0.005] [0.025] [0.005]

Gay rights: disagree 0.481*** 0.031*** 0.481*** 0.031***
[0.030] [0.006] [0.030] [0.006]

Gay rights: strongly disagree 0.489*** 0.026*** 0.488*** 0.026***
[0.035] [0.005] [0.035] [0.005]

Small business owners 0.069** 0.018*** 0.067** 0.017***
[0.034] [0.006] [0.034] [0.006]

Technical professionals -0.077** 0.008 -0.078** 0.008
[0.034] [0.005] [0.034] [0.005]

Production workers -0.041 0.054*** -0.044 0.054***
[0.041] [0.007] [0.041] [0.007]

Managers -0.029 -0.005 -0.030 -0.005
[0.032] [0.005] [0.032] [0.005]

Clerks -0.048 0.011* -0.050 0.011*
[0.035] [0.006] [0.035] [0.006]

Socio-cultural workers -0.270*** -0.016*** -0.271*** -0.017***
[0.034] [0.005] [0.034] [0.005]

Service workers -0.056 0.030*** -0.058 0.030***
[0.036] [0.006] [0.036] [0.006]

Unemployed -0.172*** 0.028*** -0.174*** 0.028***
[0.042] [0.006] [0.042] [0.006]

Not in labor force -0.046 0.008* -0.049 0.008
[0.032] [0.005] [0.032] [0.005]

Estimator 2SLS 2SLS 2SLS 2SLS
Parents’ highest education Effects yes yes yes yes
Country-Year Effects yes yes yes yes
NUTS-2 Effects yes yes yes yes
Obs. 85,135 87,074 85,135 87,074
R2 0.27 0.11 0.27 0.11
Kleibergen-Paap F-Statistic 417.3 419.9 428.8 431.9

Standard errors clustered by region-year. *** p<0.01, ** p<0.05, * p<0.10
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One could still be concerned that our measure of individual vulnerability to automa-

tion might be correlated with vulnerability to other facets of structural change in the

economy. In particular, individuals who are more vulnerable to automation might also

be more vulnerable to offshoring. In that case, we could misattribute to automation

part of the potential effect of offshoring. To address this issue, we perform a falsifica-

tion exercise, regressing voting outcomes on the product between ∆Rct and a measure

of individual vulnerability to offshoring. In practice, we substitute the θj parameters of

Equation (4) with the Blinder and Krueger (2013) index of offshorability by occupation

based on professional coders’ evaluation. Reassuringly, the estimated coefficient in the

radical-right regression is small and insignificant (0.004 with s.e. of 0.003), while the one

for nationalism is even negative (-0.124 with s.e. of 0.020). This suggests that our mea-

sure of individual robot exposure is indeed capturing a dimension of economic distress

that is specifically related to automation.

In row 8, we include dummies for occupations (ISCO 2-digit). We thus identify the

effect of individual exposure to automation only out of variation across individuals cur-

rently employed in the same occupation. Results are remarkably stable. In row 9, we

assess the individual exposure to automation based on the current occupation instead

of predicted individual vulnerability. In practice, we multiply ∆Rct times the automata-

bility (θj) of the current occupation. In row 10, we include both measures of individual

exposure: our baseline based on employment probabilities, and the one based on the

current occupation. The automation exposure of the current occupation is positively

correlated with voting outcomes in both specifications. At the same time, notwithstand-

ing the inclusion of this clearly endogenous variable –and the restriction of the sample

only to individuals who have a current occupation– our main effects in row 10 remain

stable in size and statistical significance. This suggests that our measure of individual

robot exposure is capturing a different (and plausibly exogenous) source of variation
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compared to current employment status.

In the remaining rows, we further show that our findings are robust to: the exclusion

of individuals born after 1980, who might have adjusted their educational choices in

response to fear of “competition with robots”; the exclusion of workers in the automotive

industry; the inclusion of region-specific linear time trends –in addition to the baseline

fixed effects– to account for long-run regional trends in political orientations potentially

correlated with historical occupational structure; accounting for the uncertainty of the

predicted individual exposure to robots (details in the Online Appendix).

In the Online Appendix, we further probe the robustness of our findings to using al-

ternative lags, alternative measures of automation exposure, and to controlling for other

economic shocks that might confound our identification. In particular, we include a

measure of exposure to the import shock from China in the region of residence, follow-

ing the empirical approach developed by Autor et al. (2013), and a control for ICT (In-

formation and Communication Technology) investments as in Acemoglu and Restrepo

(2020). Reassuringly, in both cases our results on automation are unchanged.

Finally, to characterize more broadly the impact of automation on voting, in Table

8 we re-estimate the baseline IV regressions using four alternative dependent variables.

These are dummies denoting whether the party voted by the respondent belongs to one

of the following party families: Protectionist Left, Pro-Trade Left, Liberal Right, and Pro-

tectionist Right. Parties are allocated to a family based on their position in one of the

four quadrants of the two-dimensional space defined by Economic Conservatism –i.e.,

economic left-right positioning– and Net Autarky –i.e., stances on protectionism, Eu-

roscepticism and isolationism vs. free trade and multilateralism (Burgoon 2012). For

each ideology dimension, parties are classified as belonging to either side of the spec-

trum depending on whether their ideology score is above or below the median for a given

country in a given election (details in the Online Appendix). The coefficients on individ-
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Table 7: Robustness
(1) (2) (3) (4)

Individual exposure based on: Frey and Osborne (2017) ISSP

Dep. Var.: Nationalism Radical Nationalism Radical
Score Right Score Right

1) Baseline estimates 0.077*** 0.027*** 0.040*** 0.012***
[0.021] [0.006] [0.009] [0.002]

2) Excluding age, gender, education from logit 0.675** 0.163*** 0.045** 0.009***
[0.291] [0.051] [0.021] [0.003]

3) Excluding education from logit 0.248*** 0.051*** 0.033** 0.007***
[0.077] [0.015] [0.013] [0.002]

4) Excluding region f.e. from logit 0.080*** 0.028*** 0.041*** 0.012***
[0.021] [0.006] [0.009] [0.002]

5) Excluding Delta Robots from exposure 0.053*** 0.015*** 0.059*** 0.016***
[0.008] [0.002] [0.008] [0.002]

6) Using regional robot adoption instead of national 0.049** 0.020*** 0.021*** 0.006**
[0.020] [0.006] [0.007] [0.002]

7) Including service robots 0.083*** 0.028*** 0.046*** 0.013***
[0.019] [0.005] [0.009] [0.002]

8) Controlling for occupation fixed effects 0.057** 0.026*** 0.025** 0.010***
[0.026] [0.007] [0.010] [0.003]

9) Robots exposure of current occupation 0.125*** 0.042*** 0.043*** 0.019***
[0.028] [0.006] [0.014] [0.003]

10) Including both measures:

Robots individual exposure 0.091*** 0.032*** 0.046*** 0.015***
[0.026] [0.008] [0.010] [0.003]

Robots exposure of current occupation 0.108*** 0.036*** 0.033** 0.016***
[0.027] [0.005] [0.014] [0.002]

11) Excluding individuals born after 1980 0.086*** 0.025*** 0.043*** 0.011***
[0.020] [0.005] [0.009] [0.002]

12) Excluding automotive workers 0.139*** 0.047*** 0.057*** 0.019***
[0.028] [0.009] [0.011] [0.004]

13) Including NUTS2 linear time trends 0.078*** 0.027*** 0.041*** 0.012***
[0.021] [0.006] [0.009] [0.002]

14) Accounting for uncertainty in occupational models 0.071*** 0.030*** 0.037*** 0.013***
[0.022] [0.006] [0.009] [0.003]

Standard errors clustered by region-year. *** p<0.01, ** p<0.05

ual exposure to robots for the protectionist right –the family to which most radical-right

parties belong– are positive and statistically significant, while they are negative and sig-

nificant both for the pro-trade (i.e., mainstream) left and for the liberal right. We detect

small, positive but not statistically significant effects for the protectionist left. Overall,

exposure to automation seems to tilt voters in a right-wing and isolationist direction,

and away from more cosmopolitan and mainstream options on both the left and the

right of the political spectrum.
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Table 8: Party families

(1) (2) (3) (4) (5) (6) (7) (8)

Individual exposure based on: Frey and Osborne (2017) ISSP

Dep. Var.: Protectionist Pro-trade Liberal Protectionist Protectionist Pro-trade Liberal Protectionist
Left Left Right Right Left Left Right Right

Robots Individual Exposure 0.005 -0.013* -0.016** 0.023*** 0.002 -0.005* -0.007*** 0.010***
[0.007] [0.007] [0.006] [0.007] [0.003] [0.003] [0.003] [0.003]

Estimator 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS
NUTS-2 Effects yes yes yes yes yes yes yes yes
Country-Year Effects yes yes yes yes yes yes yes yes

Obs. 95,822 95,822 95,822 95,822 95,822 95,822 95,822 95,822
R2 0.16 0.20 0.24 0.18 0.16 0.20 0.24 0.18
Kleibergen-Paap F-Statistic 478.3 478.3 478.3 478.3 476.1 476.1 476.1 476.1

Standard errors clustered by region-year. *** p<0.01, ** p<0.05, * p<0.10
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Conclusion

We study the effects of robot adoption on voting behavior in western Europe. We find

that higher exposure to automation increases support for nationalist and radical-right

parties. By highlighting the broad implications of an important dimension of structural

economic change, our paper contributes to a growing body of research that provides

evidence on the material drivers behind increasing support for the radical right and the

realignment witnessed by advanced Western democracies.
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A Additional information on data

Table A1 reports the source of employment data for each country, and the respective

reference year.

Table A1: Employment data

Employment Data

Country Initial Year Source

Austria 1995 Eurostat
Belgium 1995 National Bank of Belgium
Finland 1995 Statfin
France 1989 INSEE
Germany 1993 Federal Employment Agency
Greece 1988 HSA Statistics Greece
Italy 1988 ISTAT
Netherlands 1988 CBS Statistics Netherlands
Norway 1994 Statistics Norway
Portugal 1990 INE Portugal
Spain 1993 INE Spain
Sweden 1993 SCB Statistics Sweden
Switzerland 1995 SFSO Swiss Statistics
United Kingdom 1989 ONS

For Germany, data are only available at the more aggregated NUTS-1 level; hence, 16

out of 191 sample regions are NUTS-1. For the Netherlands, Belgium, Austria, Portugal,

Switzerland, and Greece, robot data in some initial years are not disaggregated by in-

dustry. We have allocated the total number of robots to industries based on the average

country-industry share of total robots in years with full information.

Table A2 provides a description of the industries employed for the computation of

regional exposure to automation.

Figure A1 displays the variation in exposure to robot adoption across regions. Darker

shades correspond to stronger exposure. Specifically, the map displays the region-specific

exposure to automation (computed over two-year intervals as in the main analysis) av-

eraged over the entire sample period, and net of country fixed effects.
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Table A2: Description of industries

Industry description NACE Rev. 1.1 code

Food, beverages, tobacco DA
Textiles and leather DB-DC
Wood and wood products DD
Pulp, paper, publishing and printing DE
Coke, refined petroleum, chemicals, rubber and plastic DF-DG-DH
Other non-metallic mineral products DI
Basic metals and fabricated metal products DJ
Machinery and equipment n.e.c. DK
Electrical and optical equipment DL
Transport equipment DM
Manufacturing n.e.c. (furniture, toys, sports goods, etc.) DN

Figure A1: Regional-level robot exposure
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B Additional evidence on occupational models

A crucial component of the individual exposure to automation in Equation (4) is the

vector of individual occupation probabilities, predicted based on individual character-

istics and historical employment data in the region of residence. These probabilities are

predicted for each individual in the European Social Survey (ESS) out-of-sample, based

on the parameter estimates of multinomial logit models of occupational choice. These

models have the set of 28 ISCO two-digit occupations as outcome variable; age, gender,

educational attainment, and regional effects as predictors; and are estimated separately

for each country using historical European Labor Force Survey (EU-LFS) data. A suffi-

ciently precise estimation of the parameters of these multinomial logit models is crucial

to obtain reliable out-of-sample predictions. Figure A2 provides a visual intuitive test

of reliability for these multinomial logit models by showing the precision of in-sample

prediction.

The graphical exercise consists of three steps. First, we focus on the six most fre-

quent 2-digit occupational codes in our data; second, we place individuals in bins of es-

timated probability to work in each of these six occupations (the horizontal axis); third,

for each bin we calculate and plot the share of workers observed in the same occupation

(the vertical axis). The resulting scatterplots show that individuals with a high predicted

probability to work in a given 2-digit occupational code have on average a very similar

probability to be observed in the same occupation in the EU-LFS data. For example,

among the individuals with a 30% predicted probability of working as clerks, roughly

30% of them are actually observed working as clerks. To simplify the reading of these fig-

ures, we have also superimposed 45 degree lines, which serve as reference for the quality

of our prediction exercise. A scatterplot that follows the 45 degree line closely —as it is

the case for all six occupations in Figure A2-– signals a highly precise in-sample predic-
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Figure A2: Quality of in-sample predictions

tion, while a cloud that is very sparse around it would be a symptom of low precision.

Overall this graphical evidence, together with pseudo-R2 varying between 0.11 and 0.22,

suggest that our prediction exercise is precise and credible.
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C Ideology scores and radical right parties

For the computation of the Economic Conservatism (left-right) score, based on the same

approach as described for Nationalism in Equation (5), z+
`ct contains the number of claims

coded in categories 401, 402, 414 and 505, while z−`ct refers to codes 403, 404, 405, 409,

412, 413, and 504.

For the computation of the Net Autarky score, z+
`ct contains the number of claims

coded in categories 406, 109, and 110, while z−`ct refers to codes 407, 107, and 108.

The list of radical-right parties includes: FPÖ and Team Frank Stronach in Austria;

Vlaams Blok and Vlaams Belang in Belgium; True Finns in Finland; Front National in

France; Golden Dawn and LAOS in Greece; AFD, NPD, and Die Republikaner in Ger-

many; (Northern) League in Italy; PVV and List Fortuyn in the Netherlands; Sweden

Democrats in Sweden; AN/NA, Swiss Democrats, SVP, and FPS in Switzerland; UKIP in

the United Kingdom. Some additional minor parties that could belong to the radical-

right family are not included, as they are too small to be recorded in the election data. If

anything, this could lead us to underestimate the overall support for the radical right.
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Figure A3: District-level estimates - alternative lags

D Additional results

Figures A3 and A4 assess the robustness of our baseline IV regressions to computing

robot exposure over different time intervals, at the district and individual level, respec-

tively.

In the first two rows of Table A3 we modify the baseline IV regressions at the indi-

vidual level by considering two alternative measures of individual exposure to automa-

tion. These replicate the structure of our baseline measures, but are based on alterna-

tive occupation-specific automatability scores: the replaceability index of Graetz and

Michaels (2018) in row 1, and the routine-task intensity (RTI) index of Autor and Dorn

(2013) in row 2. Results on radical-right vote are always consistent with our main speci-

fications. For the nationalism score outcome, the coefficient is always positive, but not

statistically significant when using RTI. This might reflect the fact that the latest wave of
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Figure A4: Individual-level estimates - alternative lags

automation has indeed had an impact that goes beyond the displacement of workers in

routine tasks, as suggested by Frey and Osborne (2017).

Finally, in the third row we regress individual vote choices on regional exposure to

robots, based on the region of residence of each respondent. The empirical set-up is

analogous to the one adopted in the district-level analysis. Robot exposure in each re-

gion is computed over two years prior to each election, and the instrument exploits

robot adoption in other European countries. The specification also includes controls for

age, gender, and education. The results are fully in line with the district-level findings

presented in Table 1. Voters residing in regions that are more exposed to robot adop-

tion tend to support more nationalist parties, and are more likely to vote for the radical

right. The magnitude of the effects is in line with the district-level findings. For instance,

according to the IV estimate of column 2, a one standard deviation increase in regional
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robot exposure increases the probability of voting for a radical-right party by about 1.4

percentage points. The results on the individual controls (unreported) are in line with

earlier literature. In particular, we find that women support on average less nationalist

parties, and are less likely to vote for the radical right.

Table A3: Alternative measures of exposure

(1) (2)

Dep. Var.: Nationalism Radical
Score Right

1) Vulnerability based on replaceability 0.042*** 0.021***
[0.012] [0.004]

2) Vulnerability based on RTI 0.014 0.016***
[0.010] [0.003]

3) Using the regional exposure 0.381*** 0.063***
[0.126] [0.022]

Standard errors clustered by region-year. *** p<0.01, ** p<0.05

In Table A4, we account for other phenomena that are contemporaneous to, and pos-

sibly associated with automation. First, there is evidence that globalization, especially

through the rise of China as a global exporter, has had a positive effect on support for na-

tionalist and radical-right parties. In columns 1-4 of Table A4, we show that our findings

on individual exposure to automation are robust to the inclusion of a measure of the

“China shock” at the regional level, following the empirical approach introduced by Au-

tor et al. (2013). Specifically, we focus on the growth in import pressure from China over

two years prior to each election, consistent with the way we measure exposure to robot

adoption. Interestingly, the effect of the China shock is never significant. This is not sur-

prising given that we consider a later period compared to previous studies. In particular,

our time span encompasses the financial crisis, with the associated “trade collapse” of

2008-2009. The year-to-year impact of Chinese import competition, as captured by this

measure, is then less relevant than in the earlier period analyzed by previous studies

such as Colantone and Stanig (2018).

In columns 5-8 of Table A4 we present a similar robustness analysis that controls for
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the impact of ICT. Specifically, we control for an ICT shock built by allocating country-

industry specific ICT investments to regions based on their historical industry special-

ization. We consider ICT investments in the two years prior to each election, sourced

from EU-KLEMS. Also in these specifications, the estimates on the effects of automation

remain positive and significant. This is consistent with earlier studies showing that the

impact of automation on labor market outcomes is robust to the inclusion of ICT con-

trols (Acemoglu and Restrepo, 2020; Graetz and Michaels, 2018). At the same time, we

detect no significant effect of ICT investments on voting.
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Table A4: Other shocks
(1) (2) (3) (4) (5) (6) (7) (8)

Individual exposure based on: Frey and Osborne (2017) ISSP Frey and Osborne (2017) ISSP

Dep. Var Nationalism Radical Nationalism Radical Nationalism Radical Nationalism Radical
Score Right Score Right Score Right Score Right

Robots Individual Exposure 0.077*** 0.027*** 0.040*** 0.012*** 0.052*** 0.019*** 0.027*** 0.008***
[0.021] [0.006] [0.009] [0.002] [0.018] [0.005] [0.008] [0.002]

China shock 0.002 -0.003 0.003 -0.003
[0.016] [0.004] [0.016] [0.004]

ICT shock 0.531 0.022 0.525 0.021
[0.924] [0.122] [0.924] [0.123]

Estimator 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS 2SLS

Country-Year Effects yes yes yes yes yes yes yes yes
NUTS-2 Effects yes yes yes yes yes yes yes yes

Obs. 95,822 97,981 95,822 97,981 87,932 89,972 87,932 89,972
R2 0.25 0.10 0.25 0.10 0.26 0.06 0.26 0.06
Kleibergen-Paap F-Statistic 478.2 481.2 476.1 479.6 424.6 427.5 426.9 430.3

Standard errors clustered by region-year. *** p<0.01, ** p<0.05
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E Factor analysis

Tables A5 and A6 display summaries of the factor analysis we perform on the full set of

twenty-one items in the Human Values Scale module of the ESS. The purpose of this ex-

ercise is simply to create a low-dimensional summary of the information contained in

the module. Table A6 reports the variables’ description, the loadings on the two factors,

and the uniqueness. In the models reported in Table 6 we include the first two (unro-

tated) factors. The results for individual exposure are substantially unchanged in terms

of magnitude and statistical significance if we also include the third factor (unrotated).

Table A5: Factors
Factor Eigenvalue Difference Proportion Cumulative

Factor1 3.89086 1.73133 0.6021 0.6021
Factor2 2.15954 0.93786 0.3342 0.9363

Number of obs. 202,518
Retained factors 2
Number of parameters 41

Table A6: Factor loadings

Variable Factor1 Factor2 Uniqueness

Important to think new ideas and being creative 0.4143 -0.2103 0.7841
Important to be rich, have money and expensive things 0.3036 -0.3645 0.7750
Important that people are treated equally and have equal opportunities 0.3799 0.2005 0.8155
Important to show abilities and be admired 0.4960 -0.2894 0.6702
Important to live in secure and safe surroundings 0.4246 0.3592 0.6907
Important to try new and different things in life 0.4997 -0.3558 0.6237
Important to do what is told and follow rules 0.2921 0.3086 0.8195
Important to understand different people 0.4549 0.1789 0.7611
Important to be humble and modest, not draw attention 0.2599 0.4230 0.7535
Important to have a good time 0.4516 -0.3661 0.6620
Important to make own decisions and be free 0.4480 -0.1215 0.7845
Important to help people and care for others well-being 0.5156 0.2538 0.6697
Important to be successful and that people recognize achievements 0.5385 -0.3304 0.6008
Important that government is strong and ensures safety 0.4702 0.3137 0.6804
Important to seek adventures and have an exciting life 0.3555 -0.5586 0.5615
Important to behave properly 0.4008 0.4293 0.6550
Important to get respect from others 0.4570 -0.0262 0.7904
Important to be loyal to friends and devote to people close 0.5165 0.2030 0.6920
Important to care for nature and environment 0.4282 0.2672 0.7452
Important to follow traditions and customs 0.3349 0.3537 0.7628
Important to seek fun and things that give pleasure 0.4551 -0.3756 0.6518
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F Posterior simulations

In row 14 of Table 7 we incorporate the uncertainty regarding the parameters of the occu-

pational model in the estimation of the voting model. In practice, we want to account for

the fact that our measure of individual vulnerability (and, consequently, of automation

exposure) is based on predicted probabilities derived from parameters that are them-

selves estimated.

Formally, the probabilities P̂ r(oi = j|age, gender, edu, r) that appear in Equation (4)

are based on the estimates of the multinomial logit models: for each country, we esti-

mate a vector of parameters γ̂ that link observable characteristics of the individuals in

the EU-LFS sample to their observed occupation. At a subsequent stage, we predict, out

of sample, the P̂ r(oi = j) for all occupations j and for each individual i ∈ ESS based on

these γ̂ estimates. These probabilities are used in turn to compute individual exposure

to automation, as per Equation (4). This is then the main explanatory variable in the

voting model.

To account for the uncertainty of the occupational model estimate, we implement

the following algorithm:

For m ∈ 1, 2, . . . ,M with M = 1000,

1. draw a vector of parameters γ̃(m) from the posterior distribution of γ;

2. predict P̃ r
(m)

(oi = j) for all j and for each i ∈ ESS based on γ̃(m);

3. compute Individual Exposure
(m)
it for each i ∈ ESS following Equation (4) using the

simulated P̃ r
(m)

(oi = j) instead of the P̂ r(oi = j) estimate;

4. get a point estimate β̃(m) and variance estimate Ṽ (m)
β for the parameter β1 in the

voting model in Equation (7), using Individual Exposure
(m)
it as the predictor.
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This procedure yields M estimates β̃(m) of the voting model parameter for individual

exposure to automation. We then compute (and report) the average β = 1
M

∑
m β̃

(m), and

the standard error for β1 based on the formula:

SEsim
β =

(
1

M

∑
m

Ṽ
(m)
β + (1 +

1

M
)

1

M − 1

∑
m

(β̃(m) − β)2

) 1
2

We perform this exercise for the baseline IV regressions of column 2 in Tables 4-5.

Incorporating this additional source of uncertainty turns out to be fundamentally un-

consequential for our findings. A full data package with the simulated coefficients of

the occupational model and the simulated individual vulnerabilities is available in the

replication pack.
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